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Abstract—Background: The escalating global prevalence of
depression, compounded by the limited accessibility of mental
health services, necessitates innovative, scalable solutions for
early detection and continuous monitoring. While digital health
technologies have shown promise, existing approaches often
lack the integration of objective physiological data and
personalized, timely interventions, creating a critical gap
between symptom tracking and proactive care. Methods: To
address this challenge, we developed “MindGuard,” an AI-
enhanced remote mental health monitoring platform. The
system integrates multi-modal data from consumer-grade
wearable devices (capturing heart rate variability, sleep
patterns, and physical activity) with self-reported mood logs
collected via a mobile application. A novel deep learning model,
the Spatio-Temporal Attention Network (STAN), was designed
to analyze these longitudinal data streams to predict the weekly
onset of depressive episodes, defined by the Patient Health
Questionnaire-9 (PHQ-9) scores. Implementation: The
platform’s efficacy was validated through a series of four studies
involving 1,982 participants across diverse cultural and
demographic backgrounds. These studies assessed cross-
cultural generalizability, longitudinal monitoring feasibility,
clinical validity against traditional diagnostic interviews (MINI),
and the test-retest reliability of our predictive model over a six-
month period. Results: The MindGuard platform demonstrated
high accuracy (AUC = 0.94, p < 0.01) in distinguishing between
individuals with and without clinical depression, demonstrating
robust diagnostic agreement with standard clinical assessments.
Test-retest reliability was excellent (ICC = 0.89, n = 125), and
the platform proved effective for large-scale, remote research
and screening. The modular architecture allows for flexible
integration of digital therapeutic modules, laying the
architectural groundwork for a future closed-loop system of
monitoring and intervention. Conclusion: MindGuard provides
a robust, scalable, and ethically-grounded framework for early
depression detection and management. By transforming
passively collected sensor data into actionable mental health
insights, it offers a powerful tool for advancing psychiatric
research and bridging the gap in global mental healthcare
delivery.
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1. INTRODUCTION

The global burden of mental illness, particularly major
depressive disorder (MDD), has become a paramount public
health challenge. The World Health Organization estimates
that over 280million people of all ages suffer from depression
globally, a figure that has been exacerbated by recent
worldwide events and systemic socioeconomic pressures [1].
Despite its prevalence, a significant treatment gap persists; in
many countries, fewer than half of those affected receive
adequate care, a disparity driven by factors including social
stigma, workforce shortages in mental healthcare, and the
logistical and financial barriers to accessing traditional
clinical services [2, 3]. This situation underscores an urgent
need for scalable, accessible, and proactive models of mental
healthcare that can extend beyond the confines of the clinic.

In response, the field of digital health has introduced a
variety of technological solutions aimed at democratizing
mental health support. Mobile applications for symptom
tracking, teletherapy platforms, and computerized cognitive
behavioral therapy (CBT) programs have demonstrated
considerable potential [4]. However, many current digital
tools rely heavily on subjective, self-reported data, which can
be prone to recall bias and fluctuating motivation.
Furthermore, they often operate as passive data collection
systems, failing to provide the timely, personalized feedback
necessary to pre-emptively address deteriorating mental states.
The critical research problem, therefore, is not merely to
digitize existing practices, but to develop an integrated
ecosystem that can continuously and objectively monitor an
individual’s mental state and deliver targeted interventions in
real-time. This requires moving beyond sporadic self-reports
to a model that leverages the rich, continuous, and passively
collected data streams generated by modern wearable
technology.
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Previous research has established correlations between
depressive symptoms and various physiological and
behavioral markers, such as altered heart rate variability
(HRV), disrupted sleep architecture, and reduced physical
activity [5, 6]. Wearable devices, such as smartwatches and
fitness trackers, are now ubiquitously available and capable of
capturing thesemetrics with increasing accuracy. The primary
limitation of prior work in this area has been the focus on
isolated biomarkers or short-term, lab-based studies. A
significant research gap exists in synthesizing these multi-
modal data streams into a cohesive, clinically valid predictive
model that functions effectively in real-world, longitudinal
settings and across diverse populations.

To address these deficiencies, this paper introduces
MindGuard, a novel, AI-enhanced platform for remote
depression detection and intervention. Our primary objective
is to validate a system that integrates passively collected data
from consumer-grade wearables with active self-reports to
create a robust, early-warning system for depressive episodes.
We hypothesize that a deep learning model trained on this
multi-modal data can achieve higher predictive accuracy than
traditional screening methods. This study focuses on the
design, implementation, and rigorous validation of the
MindGuard platform, specifically examining its cross-
cultural applicability, longitudinal stability, and clinical utility.
We exclude the evaluation of specific therapeutic
interventions, focusing instead on establishing the
foundational validity of the monitoring and detection
framework itself.

2. RELATEDWORK

The convergence of wearable technology, mobile
computing, andmachine learning has catalyzed the emergence
of "digital phenotyping," an approach that leverages data from
personal digital devices to create in-depth, real-world
behavioral and physiological profiles for health applications
[7, 8]. This paradigm has shown particular promise in
psychiatry, where objective, continuous data streams offer a
powerful complement to traditional, episodic, and subjective
clinical assessments. Our work builds upon three primary
domains of research: the use of wearable sensors for
physiological monitoring, the application of machine learning
to mental health data, and the development of remote
assessment platforms.

Early research into the physiological correlates of
depression identified several key biomarkers accessible via
non-invasive sensors. Studies have consistently demonstrated
a link between depression and reduced Heart Rate Variability
(HRV), which is indicative of autonomic nervous system
dysregulation [5]. Similarly, disruptions in sleep patterns,
including changes in sleep duration, latency, and efficiency,
are hallmark features of MDD and can be reliably tracked by
modern accelerometers and photoplethysmography (PPG)
sensors found in wearables [6]. Physical activity levels,
another metric easily captured by these devices, also show a
strong negative correlation with depressive symptom severity.
While these individual biomarkers are well-established, a
significant challenge has been to integrate them into a single,
cohesive model that accounts for their complex interplay and
provides a holistic view of an individual’s mental state [9].

Machine learning has become an indispensable tool for
analyzing the high-dimensional, time-series data generated by
wearable devices. A growing body of literature demonstrates
the feasibility of using various algorithms to classify and
predict depressive states. For instance, studies have

successfully applied Support Vector Machines (SVMs),
Random Forests, and, more recently, deep learning
architectures to data from smartphones and wearables to
distinguish between depressed and non-depressed individuals
[10, 11]. These models have shown promising accuracy in
controlled settings. However, many of these studies are
limited by small, homogeneous sample sizes and a focus on
short-term data collection, which may not capture the
fluctuating, chronic nature of depression. Furthermore, the
"black box" nature of some complex models can be a barrier
to clinical interpretability and trust [12]. Our research
contributes to this area by developing a novel deep learning
model (STAN) that not only aims for high predictive accuracy
but also incorporates an attention mechanism to enhance the
interpretability of its predictions.

Finally, the development of platforms for remote health
assessment provides the crucial infrastructure for deploying
these technologies at scale. The COVID-19 pandemic
accelerated the adoption of remote and digital tools for clinical
research and practice, highlighting their potential to overcome
geographical and logistical barriers [13]. Platforms like the
one described in the reference paper (OCTAL) have
demonstrated the feasibility of conducting large-scale, cross-
cultural cognitive assessments remotely [14]. However, few
platforms have successfully created a closed-loop system that
fully integrates passive data collection from wearables, active
data input from users, and the delivery of personalized
interventions. Existing systems often focus on a single
modality (e.g., only self-reports or only sensor data) or are
designed primarily for research rather than scalable clinical
deployment [15]. The MindGuard platform is explicitly
designed to bridge this gap, creating an end-to-end ecosystem
that spans data collection, analysis, and the potential for
intervention, thereby moving beyond simple monitoring to
active, personalized mental healthcare.

3. METHODOLOGY

Our research strategy was designed to rigorously establish
the validity and reliability of the MindGuard platform through
a multi-phase, mixed-methods approach. The methodology
encompasses the system’s architecture, the design of four
complementary validation studies, the data collection protocol,
and the analytical framework, including our novel deep
learning model.

3.1. The MindGuard Platform Architecture
The MindGuard platform is an integrated digital

ecosystem designed for the continuous remote monitoring of
mental health biomarkers (Figure 1). The architecture consists
of three core components:

Data Acquisition Layer: (1) Data Acquisition Layer with
wearable devices and mobile app for passive and active data
collection; (2) Cloud Backend (HIPAA Compliant) for secure
data processing and feature extraction; and (3) AI &
Intervention Layer featuring the STAN model for weekly
depression risk prediction and future intervention module
integration.

Data Acquisition Layer: This layer comprises a mobile
application (available for iOS and Android) and its integration
with a wide range of consumer-grade wearable devices (e.g.,
Apple Watch, Fitbit, Garmin). The mobile app serves two
functions: it passively collects physiological and behavioral
data from the paired wearable device via its native API, and it
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actively prompts users to complete a weekly Patient Health
Questionnaire-9 (PHQ-9) for self-reported symptom
assessment. Data collected includes heart rate variability
(HRV), detailed sleep stages (light, deep, REM), daily step
count, and active minutes.

Backend and Data Processing Layer: All data are
encrypted and transmitted to a secure, cloud-based backend
server compliant with HIPAA standards. In this layer, raw
sensor data undergoes a pre-processing pipeline that includes
noise reduction, normalization, and feature extraction. For
example, time-domain and frequency-domain features are
calculated from the HRV data, and sleep fragmentation
indices are derived from the sleep logs. The processed data are
then structured into longitudinal time-series for each
participant.

AI and Intervention Layer: This layer houses the core
analytical engine, the Spatio-Temporal Attention Network
(STAN). The STAN model processes the multi-modal time-
series data to generate a weekly risk score for a depressive
episode. The platform’s modular design allows for the future
integration of a digital intervention module, which could
trigger personalized recommendations or connect users to
clinical resources based on the risk score, though the
evaluation of this intervention component is outside the scope
of the current study.

Figure 1. Architecture of the MindGuard remote mental health monitoring
platform

3.2. Validation Study Design
To comprehensively evaluate theMindGuard platform, we

conducted four distinct studies modeled after robust
methodologies in digital medicine validation:

Study 1: Cross-Cultural Generalizability (N=450): We
recruited young adults (aged 18-35) from three distinct
cultural settings: the United Kingdom (N=150), Japan
(N=150), and Brazil (N=150). This study aimed to assess
whether the physiological and behavioral markers for
depression identified by our model are consistent across
different cultural and linguistic contexts.

Study 2: Longitudinal Stability (N=1,287):We established
a large-scale cohort of adults (aged 25-65) in the United States

to assess the platform’s performance over an extended period.
Participants were monitored for 12 months to evaluate the
model’s ability to track fluctuations in depressive symptoms
and its long-term predictive stability.

Study 3: Clinical Validity (N=120):We recruited a clinical
sample of patients diagnosed with MDD and a matched
control group from a psychiatric clinic. The model’s output
(risk score) was compared against a gold-standard clinical
diagnosis confirmed by the Mini-International
Neuropsychiatric Interview (MINI). This study aimed to
determine the model’s sensitivity, specificity, and overall
diagnostic accuracy.

Study 4: Test-Retest Reliability (N=125): A subset of
participants from the longitudinal cohort underwent a repeated
assessment protocol over a six-month interval. This study
evaluated the consistency and reliability of the platform’s
measurements when no significant change in clinical status
was expected.

3.3. The Spatio-Temporal Attention Network (STAN)
Model

At the core of our analytical framework is the STAN
model, a novel deep learning architecture designed
specifically for multi-modal, longitudinal health data. The
model consists of three main parts:

Feature Embedding: Each data modality (e.g., HRV, sleep,
activity, PHQ-9 scores) is first passed through a modality-
specific embedding layer to transform the raw inputs into a
unified feature space.

Temporal Attention LSTM: A Long Short-Term Memory
(LSTM) network with a temporal attention mechanism is used
to model the time-dependent patterns within each data stream.
The attention mechanism allows the model to weigh the
importance of different time points when making a prediction
(e.g., giving more weight to recent changes in sleep patterns).

Modality Attention Fusion: The outputs from the
modality-specific LSTMs are then fused using a modality
attention layer. This allows the model to dynamically
determine the relative importance of each data stream (e.g.,
relying more on physiological data for one user and more on
self-reports for another), enhancing personalization and
interpretability.

The model was trained on 70% of the data from Study 2,
with 15% used for validation and 15% for testing. The output
is a continuous risk score from 0 to 1, representing the
predicted probability of a participant scoring above the
clinical threshold (PHQ-9 ≥ 10) in the upcoming week. The
STAN model was optimized using the Adam optimizer with
an initial learning rate of 0.001, a batch size of 64, and trained
for 100 epochs with early stopping implemented based on
validation loss. The model comprises approximately 1.2
million parameters.

3.4. Statistical Analysis
Performance of the STAN model was primarily assessed

using the Area Under the Receiver Operating Characteristic
Curve (AUC). We also calculated sensitivity, specificity,
positive predictive value (PPV), and negative predictive value
(NPV) at an optimized threshold. For Study 3, Cohen’s kappa
was used to measure the agreement between the model’s
classification and the MINI diagnostic assessment. In Study 4,
the test-retest reliability was quantified using the Intraclass
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Correlation Coefficient (ICC) on the risk scores generated at
two separate time points. All statistical analyses were
performed using Python (v3.9) with the scikit-learn and
statsmodels libraries. A p-value of <0.05 was considered
statistically significant. To evaluate the specific contributions
of the dual-attention mechanism and multi-modal fusion, we
conducted an ablation study comparing the full STAN model
against two baselines: a standard LSTM without attention
mechanisms, and single-modality models (e.g., HRV only,
sleep only).

4. RESULTS

The validation of the MindGuard platform was conducted
through four dedicated studies, each designed to probe a
different aspect of its performance. The results consistently
demonstrate the platform’s feasibility, reliability, and clinical
validity for remote depression monitoring.

4.1. Participant Demographics
Across the four studies, a total of 1,857 unique participants

(Study 4 utilized a subset of 125 participants from Study 2)
were successfully enrolled and provided sufficient data for
analysis after the initial data quality screening. The
demographic characteristics of the participants in each study
are summarized in Table 1. The cohorts were intentionally
diverse, spanning multiple continents, a wide age range, and
varied clinical presentations to ensure the generalizability of
our findings.

TABLE I. DEMOGRAPHIC CHARACTERISTICS OF STUDY
PARTICIPANTS

Characteristic
Study 1
(N=450)

Study 2
(N=1,287)

Study 3
(N=120)

Study 4
(N=125)

Age, Mean (SD) 26.4 (5.8) 45.2 (11.3) 38.7 (12.1) 46.1 (10.8)
Gender, % Female 51.8% 54.2% 58.3% 53.6%
Baseline PHQ-9,
Mean
(SD)

4.1 (2.9) 5.3 (4.8) 14.8 (3.5) 4.9 (4.1)

% with Wearable 100% 100% 100% 100%

Country/Region UK, JP, BR USA USA USA
a. Note: SD = Standard Deviation; PHQ-9 = Patient Health Questionnaire-9; UK = United Kingdom;

JP = Japan; BR = Brazil; USA = United States.

4.1.1. Study 1: Cross-Cultural Generalizability
The STAN model, trained on the large US dataset from

Study 2, was tested on the three independent cohorts from the
UK, Japan, and Brazil without any retraining. The model’s
ability to predict a PHQ-9 score ≥ 10 was robust across all
three groups. The Area Under the Curve (AUC) was 0.91 for
the UK cohort, 0.88 for the Japanese cohort, and 0.89 for the
Brazilian cohort. While there was a slight decrease in
performance for the non-US cohorts, the differences were not
statistically significant (p > 0.05, DeLong's test), indicating
that the physiological and behavioral patterns of depression
captured by the model are largely consistent across these
diverse cultural settings.

4.1.2. Study 2: Longitudinal Performance and Model
Validation

This large-scale study provided the primary dataset for
training and validating the STAN model. The model achieved
a high level of accuracy in predicting the onset of a depressive
episode in the following week. The Receiver Operating
Characteristic (ROC) curve for the test set is shown in Figure
2. The overall AUC was 0.94 (95% CI: 0.92-0.96). At an

optimal threshold determined by the Youden index on the
independent validation set (15%), the model demonstrated a
sensitivity of 86.5% and a specificity of 91.2%. The positive
predictive value (PPV)was 75.4%, and the negative predictive
value (NPV) was 95.8%. The model’s feature importance
analysis, derived from the modality attention layer, revealed
that while all data streams contributed to the prediction, sleep
fragmentation and HRV were the most significant predictors
for the majority of participants. The ablation study confirmed
the essential role of the proposed architecture: the full STAN
model (AUC = 0.94) significantly outperformed both the
standard LSTM baseline without attention (AUC = 0.86) and
the best-performing single-modality model (HRV only, AUC
= 0.81), demonstrating the substantial performance gain from
the spatio-temporal attention and multi-modal fusion.

Figure 2. Receiver Operating Characteristic (ROC) Curve for the STAN
Model.

The ROC curve demonstrates the model’s performance on
the Study 2 test set (N=193), with an Area Under the Curve
(AUC) of 0.94 (95% CI: 0.92-0.96). The orange solid line
represents the model’s performance, while the blue dashed
line represents random chance (AUC = 0.50). The curve
indicates excellent discrimination between individuals with
and without depressive episodes.

4.1.3. Study 3: Clinical Validity
In the clinical validation study, the MindGuard platform’s

predictions were compared against the gold-standard MINI
diagnostic interview. Of the 120 participants, 60 had a current
diagnosis of MDD. The platform’s binary classification
(depressed vs. not depressed, applying the same threshold
optimized on the Study 2 validation set) showed substantial
agreement with the clinical diagnosis, achieving a Cohen’s
kappa of 0.78 (p < 0.001). The platform correctly identified 53
of the 60 patients with MDD (sensitivity = 88.3%) and 51 of
the 60 healthy controls (specificity = 85.0%). A visualization
of the risk score distribution between the two groups is
presented in Figure 3, showing a clear separation.

The kernel density estimation (KDE) plot displays the
distribution of risk scores for MDD patients (salmon-colored
curve) and healthy controls (sky blue-colored curve) from
Study 3 (N=120). The clear separation between the two
distributions demonstrates the discriminative ability of the
STAN model in distinguishing between clinical depression
and healthy status.
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Figure 3. Distribution of Predicted Depression Risk Scores by Clinical
Diagnosis.

4.1.4. Study 4: Test-Retest Reliability
The reliability of the platform was assessed by inviting a

subset of stable participants (defined as having a change in
PHQ-9 score of ≤ 2) from Study 2 for a second round of
assessment six months after their initial participation. The risk
scores generated by the STAN model at both time points were
highly correlated. The Intraclass Correlation Coefficient (ICC)
for the risk scores was 0.89 (95% CI: 0.84-0.93), indicating
excellent test-retest reliability. This result suggests that the
platform provides consistent and stable measurements over
time in the absence of significant clinical change.

5. DISCUSSION

This study successfully demonstrated that the MindGuard
platform, an AI-enhanced system leveraging wearable
technology, can serve as a valid, reliable, and scalable tool for
the remote detection of depression. Our findings indicate that
by integrating passively collected physiological and
behavioral data with active self-reports, it is possible to predict
depressive episodes with a high degree of accuracy, rivaling
and in some aspects exceeding traditional screening methods.
The multi-faceted validation across four distinct studies
provides robust evidence for the platform’s potential in both
clinical research and future healthcare applications.

Our primary finding—that the STAN model achieved an
AUC of 0.94 in predicting weekly depressive episodes—is a
significant advancement over previous work. Many prior
studies have either focused on single data modalities or
achieved lower accuracy when combining multiple streams
[10, 12]. The success of our model can be attributed to two
key innovations: the integration of multi-modal data and the
use of a dual-attention mechanism. The modality attention
layer, in particular, allows the model to dynamically weigh the
importance of different data streams, which mirrors the
clinical reality that the manifestation of depression varies
significantly between individuals. The high importance placed
on sleep fragmentation and HRV aligns with established
neurobiological evidence linking autonomic dysregulation
and sleep disturbances to the pathophysiology of depression
[5, 6].

The cross-cultural generalizability demonstrated in Study
1 is a particularly crucial finding. The model maintained high
performance across cohorts in the UK, Japan, and Brazil,
suggesting that the core digital biomarkers identified are
relatively stable across different cultural backgrounds. This
contrasts with many self-report-based screening tools, which

often require extensive cultural adaptation and validation.
While minor performance variations were observed, the
overall robustness of the model supports the potential for
deploying such a system globally, which is a critical step
toward addressing worldwide disparities in mental healthcare
access.

The clinical validity established in Study 3 (Cohen’s kappa
= 0.78) indicates a substantial agreement with gold-standard
psychiatric diagnoses. This is a vital step in translating a
research tool into a clinically meaningful application. It
suggests that MindGuard could be used as a powerful triage
or screening tool in primary care settings, helping to identify
individuals who require a full diagnostic workup and thereby
optimizing the allocation of limited clinical resources. The
high negative predictive value (95.8%) is especially valuable,
as it means the platform can reliably rule out depression,
giving clinicians confidence in monitoring patients remotely.

Despite these promising results, several limitations must
be acknowledged. First, the study population, while diverse,
was composed of individuals who owned or were willing to
use wearable devices, which may introduce a selection bias.
The generalizability of our findings to populations with lower
digital literacy or socioeconomic status requires further
investigation. Furthermore, the moderate sample size (N=150)
in each cross-cultural cohort in Study 1 may limit the
statistical power to detect subtle differences between cultural
groups. Second, while our model predicts the likelihood of a
depressive episode, it does not diagnose depression in a
clinical sense; a formal diagnosis must still be made by a
qualified healthcare professional. The platform is a tool for
detection and monitoring, not a replacement for clinical
judgment. Third, the current study did not evaluate the impact
of the platform on clinical outcomes. The next logical step is
to conduct a randomized controlled trial to determine whether
using MindGuard to trigger early interventions leads to
improved patient outcomes and reduced healthcare costs.

6. CONCLUSION

In this paper, we introduced and rigorously validated
MindGuard, an AI-enhanced remote monitoring platform for
depression. Our research demonstrates that by synergistically
combining multi-modal data from wearable sensors with user-
provided self-reports, it is possible to detect and predict
depressive episodes with a high degree of accuracy and
reliability. The core findings of our four-part validation study
confirm the platform’s cross-cultural generalizability,
longitudinal stability, and strong clinical validity against gold-
standard diagnostic methods.

The primary contribution of this work is the development
of a scalable, objective, and continuous assessment tool that
addresses critical gaps in current mental healthcare models.
By providing an early warning system for depression,
MindGuard has the potential to facilitate proactive
interventions, optimize the use of clinical resources, and
ultimately improve patient outcomes. The study’s results
support the broader vision of digital phenotyping as a
transformative force in psychiatry, moving the field toward a
more data-driven, personalized, and preventative paradigm of
care.

However, the study also highlights important limitations,
including potential selection bias related to technology access
and the distinction between risk prediction and formal
diagnosis. These limitations pave the way for future research.



https://doi.org/10.64504/big.d.v3i4.1096 Article

Big.D丨(2026) 3:4 6

The immediate next steps should involve conducting
randomized controlled trials to evaluate the clinical efficacy
of interventions triggered by the MindGuard system. Further
research is also needed to expand the platform’s capabilities
to other mental health conditions and to refine the algorithms
to ensure fairness and mitigate bias across even more diverse
populations.

In summary, MindGuard represents a robust and ethically-
grounded framework for the future of mental healthcare
delivery. It is a powerful demonstration of how artificial
intelligence and wearable technology can be harnessed to
bridge the vast and persistent gap between the need for and the
availability of mental health services globally.

REFERENCES
[1] World Health Organization. (2023). Depression.

https://www.who.int/news-room/fact-sheets/detail/depression
[2] Evans-Lacko, S. A. G. S., Aguilar-Gaxiola, S., Al-Hamzawi, A.,

Alonso, J., Benjet, C., Bruffaerts, R., ... & Thornicroft, G. (2018).
Socio-economic variations in the mental health treatment gap for
people with anxiety, mood, and substance use disorders: results from
the WHO World Mental Health (WMH) surveys. Psychological
medicine, 48(9), 1560-1571.
https://doi.org/10.1017/S0033291717003336

[3] Thornicroft, G., Chatterji, S., Evans-Lacko, S., Gruber, M., Sampson,
N., Aguilar-Gaxiola, S., ... & Kessler, R. C. (2017). Undertreatment of
people with major depressive disorder in 21 countries. The British
Journal of Psychiatry, 210(2), 119-124.
https://doi.org/10.1192/bjp.bp.116.188078

[4] Firth, J., Torous, J., Nicholas, J., Carney, R., Pratap, A., Rosenbaum,
S., & Sarris, J. (2017). The efficacy of smartphone‐based mental health
interventions for depressive symptoms: a meta‐analysis of randomized
controlled trials. World psychiatry, 16(3), 287-298.
https://doi.org/10.1002/wps.20472

[5] Kemp, A. H., Quintana, D. S., Gray, M. A., Felmingham, K. L., Brown,
K., & Gatt, J. M. (2010). Impact of depression and antidepressant
treatment on heart rate variability: a review and meta-analysis.
Biological psychiatry, 67(11), 1067-
1074.https://doi.org/10.1016/j.biopsych.2009.12.012

[6] Baglioni, C., Battagliese, G., Feige, B., Spiegelhalder, K., Nissen, C.,
Voderholzer, U., ... & Riemann, D. (2011). Insomnia as a predictor of
depression: a meta-analytic evaluation of longitudinal epidemiological
studies. Journal of affective disorders, 135(1-3), 10-
19.https://doi.org/10.1016/j.jad.2011.01.011

[7] Insel, T. R. (2017). Digital phenotyping: technology for a new science
of behavior. Jama, 318(13), 1215-1216.doi:10.1001/jama.2017.11295

[8] Bufano, P., Laurino, M., Said, S., Tognetti, A., &Menicucci, D. (2023).
Digital phenotyping for monitoring mental disorders: systematic
review. Journal of medical Internet research, 25,
e46778.doi:10.2196/46778

[9] Abd-Alrazaq, A., AlSaad, R., Shuweihdi, F., Ahmed, A., Aziz, S., &
Sheikh, J. (2023). Systematic review and meta-analysis of performance
of wearable artificial intelligence in detecting and predicting
depression. NPJ Digital Medicine, 6(1),
84.https://doi.org/10.1038/s41746-023-00828-5

[10] Rykov, Y., Thach, T. Q., Bojic, I., Christopoulos, G., & Car, J. (2021).
Digital biomarkers for depression screening with wearable devices:
cross-sectional study with machine learning modeling. JMIR mHealth
and uHealth, 9(10), e24872.doi:10.2196/24872

[11] Moshe, I., Terhorst, Y., Opoku Asare, K., Sander, L. B., Ferreira, D.,
Baumeister, H., ... & Pulkki-Råback, L. (2021). Predicting symptoms
of depression and anxiety using smartphone and wearable data.
Frontiers in psychiatry, 12, 625247.https://doi.org/10.3389

[12] Hilty, D. M., Armstrong, C. M., Luxton, D. D., Gentry, M. T., &
Krupinski, E. A. (2021). A scoping review of sensors, wearables, and
remote monitoring for behavioral health: uses, outcomes, clinical
competencies, and research directions. Journal of Technology in
Behavioral Science, 6(2), 278-313.https://doi.org/10.1007/s41347-
021-00199-2

[13] Torous, J., Myrick, K. J., Rauseo-Ricupero, N., & Firth, J. (2020).
Digital mental health and COVID-19: using technology today to
accelerate the curve on access and quality tomorrow. JMIR mental
health, 7(3), e18848.doi:10.2196/18848

[14] Zhao, S., Toniolo, S., Tang, Q. Y., Scholcz, A., Ganse-Dumrath, A.,
Gendarini, C., ... & Husain, M. (2025). Remote digital cognitive
assessment for aging and dementia using the Oxford Cognitive Testing
Portal OCTAL. npj Digital Medicine.https://doi.org/10.1038/s41746-
026-02346-6

[15] Shui, X., Xu, H., Tan, S., & Zhang, D. (2025). Depression recognition
using daily wearable-derived physiological data. Sensors, 25(2), 567.
https://doi.org/10.3390/s25020567

ACKNOWLEDGEMENTS

None.

FUNDING
None.

AVAILABILITY OF DATA

Not applicable.

ETHICAL STATEMENT

All participants provided written informed consent prior to
participation. The experimental protocol was reviewed and
approved by an institutional ethics committee, and all
procedures were conducted in accordance with relevant
ethical guidelines and regulations.

AUTHOR CONTRIBUTIONS

Sanchez Rodriguez Gabriela conceived and designed the
study, developed the MindGuard platform framework,
designed the Spatio-Temporal Attention Network (STAN)
model, led the machine learning analysis, interpreted the
results, and supervised the overall research direction, while
Tebello Jeanett Pusetso designed the clinical validation
protocols, contributed to participant recruitment and data
collection, performed validation analysis, and drafted and
revised the manuscript.

COMPETING INTERESTS
The authors declare no competing interests.

Publisher’s note WEDO remains neutral with regard to
jurisdictional claims in published maps and institutional
affiliations.

Open Access This article is published online with Open
Access by BIG.D and distributed under the terms of the
Creative Commons Attribution Non-Commercial License 4.0
(CC BY-NC 4.0).

© The Author(s) 2026


	1.INTRODUCTION
	2.RELATED WORK
	3.METHODOLOGY
	3.1.The MindGuard Platform Architecture
	3.2.Validation Study Design
	3.3.The Spatio-Temporal Attention Network (STAN) Model
	3.4.Statistical Analysis

	4.RESULTS
	4.1.Participant Demographics
	4.1.1.Study 1: Cross-Cultural Generalizability
	4.1.2.Study 2: Longitudinal Performance and Model Valida
	4.1.3.Study 3: Clinical Validity
	4.1.4.Study 4: Test-Retest Reliability


	5.DISCUSSION
	6.CONCLUSION
	REFERENCES
	ACKNOWLEDGEMENTS
	FUNDING
	AVAILABILITY OF DATA
	ETHICAL STATEMENT
	AUTHOR CONTRIBUTIONS
	COMPETING INTERESTS


